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Abstract
The spectra of segment graphs is investigated as a means for comparison between local regions within and
between cities, and methods are demonstrated by which this representation can be used to capture and
quantify much of the distinct character of the local morphology. Differences in spectral values are known to
change gradually with small changes in configuration, and this is demonstrated to be effective in quantifying
the degree to which morphological differences are localised at different scales.
Attention has been paid to two aspects of graphs that have not been explicit in previous spectral comparison
of urban graphs: graph size, and geometry. The first of these is addressed through sampling of
neighbourhood subgraphs of a fixed number of nodes, which allows for more detailed comparison of
neighbourhoods within cities, in addition to the city as a whole. This furthermore avoids issues of
relativisation caused by the comparison of graphs with drastically different numbers of nodes. The second
aspect—geometry—is often overlooked, as the adjacency matrix used to represent the graph captures
topology only, and has been used to do so in most previous applications. A method is proposed here for
weighting this by geometrical properties between segments such as their angle of connection, thus reflecting
the methods used in determining existing Space Syntax measures such as choice.
The use of local samples of segment graphs of equal order, weighted by angular connections, is shown to be
particularly effective in the comparison of neighbourhoods within and between cities. Examples of street
segments are taken from pairs of different cities of similar scale, London and Seattle for example, and it is
demonstrated that street segments can be correctly attributed to a particular city by their spectra with an
accuracy of greater than 90%, even by simple linear classification. Beyond this, the high dimensionality of
graph spectra is beneficial in machine learning applications which can improve the performance of such
classifications or extract relevant correlations with other culturally relevant data. The method yields results
similar to the analysis of whole city spectra in classifying cities by cultural groups or predicting geographical
location, but presents advantages in that relativisation of different sized graphs is not an issue and that
comparisons may be made at a greater level of detail, both between and within cities.
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1.0 INTRODUCTION
A great many non‐discursive properties may be relevant to the characteristic signature of a particular space,
or what Hillier and Hanson (1984) term its inverted genotype. Nevertheless, this information appears to be
reliably extracted by cultures in the propagation of morphological norms as a given neighbourhood, city or
region grows over time. As a single, DNA‐like, carrier for this information is unlikely to exist, one approach to
the question of how this genotypic information is constituted, and how it may be extracted from urban
form, is to identify quantifiable characteristics in the comparative analysis of different forms that display
marked correlations with assumed cultural variables. It is highly unlikely that any one measurement
captures all of these, but a number of different characteristics may be extracted from a single
representation. This paper investigates methods for comparison of urban form through the analysis of graph
spectra, as a means to identify relationships between different urban spaces and to attempt to explain how
the inverted genotype might be extracted.
Graph representations of space have been effective in revealing various spatial properties as expressions of
underlying cultural or geographic factors. A significant number of spectral graph techniques are applied by
Blanchard and Volchenkov (2009) in the study of urban morphology, the results of which include the
clustering of various city neighbourhoods by morphology, and an explicit mathematical exploration of
properties such as recurrent access times in random walks, which appear to reveal many of the same
properties as Space Syntax measures of integration (Hillier and Hanson 1984). The majority of these,
however, are measures of node properties within a graph, rather than comparative measures between
graphs. Of the latter category, Dalton and Kirsan (2008) have shown a clear differentiation between Turkish
and Greek house plans in Cyprus by comparing graphs of room adjacencies. Measuring the difference
between any two configurations by the edit distance between their graphs, houses of the same cultural
group can be seen to be consistently closer than those between groups. At a larger scale, graphs of
approximately 100 nodes (Hanna 2007) and 6,500 nodes (Hanna 2009) have variously been compared by
measuring between graph spectra. In the latter case, graphs of cities have been shown to capture spatial
properties correlated with geographical location.
The effectiveness of these particular methods notwithstanding, several general characteristics may be
identified as potentially desirable for such representations. The first is that they be high in dimensionality,
which allows for more detailed comparison than any single, scalar measure. This offers advantages with
labelled data, and the incorporation of supervised learning techniques to extract patterns that may not
otherwise be clearly evident. The above methods do allow this, with dimensionality varying in proportion to
the number of nodes in the graphs. A second characteristic, not present in the examples above, is the
capture of geometric properties of a space, rather than just graph topological. While a simple graph
representation captures a good deal of information about potential routes through a space, our experience
and actual navigation are also affected by metric distance, angle of turn (Turner 2001), etc. A third desirable
characteristic is that the method be capable of making comparisons between different scales. Edit distance
allows this for small graphs, however the spectral representations used for larger urban structures vary
drastically in dimensionality with the size of the city. This presents a problem of relativisation, as
dimensions must be removed from some larger spectra for comparison within the same feature space.
Graph spectra are employed in this work, but rather than representing the axial graph topology only (Turner
et al. 2005), a method is proposed to incorporate geometry through street intersection angles, and rather
than using entire cities of arbitrary size, subgraphs with a fixed node count are sampled from the whole,
corresponding to small neighbourhoods within a circular region around a central node. The extraction of
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these particular local neighbourhoods is somewhat problematic with full axial lines due to varying length of
lines, but axial line segments (Turner 2001, Hillier and Iida 2005) are used instead due to relatively small
length. The use of segments will also allow for the consideration of geometry through the angles of
intersection, as an angular weighting similar to that used in Space Syntax calculations of choice is
implemented in the spectral representation.

2.0 EXTRACTING THE SPECTRA OF SEGMENT GRAPHS
The spectrum of a graph consists of the ordered set of eigenvalues of its connectivity matrix. This has been
shown to reliably capture differences between the overall structure of compared graphs, in that the
spectrum is nearly unique to a particular graph (Van Dam and Haemers 2002), and the measured distance
between spectral vectors increases with progressive changes to a given graph (Zhu and Wilson 2005).
The standard method for deriving the spectral representation, as given by e.g. Luo et al. (2003), Robles‐Kelly
and Hancock (2003), and others, begins with an unlabelled, unweighted graph given by a set of nodes V and
edges E. The spectrum may be derived from an adjacency matrix representing all connections between
nodes such that:
 1 if (i,j)  E
A(i,j) = 
or
 0 otherwise.

(1)

Eigenvalues λ and eigenvectors φ for A are derived by solving for
A = ΦΛΦT

(2)

where the matrix Φ = [ φ1 | φ2 | … | φ|V| ] contains the eigenvectors as columns and the matrix Λ = diag( λ 1,
λ 2, … , λ |V| ) contains the eigenvalues as diagonal elements. The spectrum is defined as the set of ordered
eigenvalues
S = { λ1, λ2, … , λ|V| }.

(3)

At this point, eigenvalues are sorted to form a feature vector, either by absolute magnitude such that that
|λ1| > | λ2| > … > |λ|V|| (Luo et al. 2003; Robles‐Kelly and Hancock 2003), or by actual value such that λ1 > λ2
> … > λ|V| (Hanna 2007). As the former method can lead to ambiguity in cases where identical magnitude
eigenvalues appear under opposite signs, the latter method is used here.

2.1 Angular weighting in the spectrum
While the above procedure captures graph topology, the geometry of the graph is not represented in the
adjacency matrix or its subsequent derivations. In particular, the angle at which street segments join is
ignored. Space Syntax measures, e.g. of choice (Turner 2007) and the calculation of angular radius, employ
a weighting in proportion to the degree of turn between joining streets, in which a larger change of angle
between segments incurs a greater cost. This also implicitly represents curved paths without the need for
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explicit non‐linear primitives such as continuity lines (Figueiredo and Amorim 2005), as the cost of direction
change ranges continuously from zero for no change in direction to a maximum at a 180 degree about face.
A similar approach can be used to weight the adjacency matrix, but with the values reversed such that nodes
that have the strongest geometric connection—i.e. they represent segments of a straight line—are weighted
highest, with values decreasing with greater angle of turn. Whereas the binary matrix in (1) represented any
connection with a value of 1 and all unconnected nodes with 0, an alternative value for connected nodes can
be taken from the unit vectors of the street segments:
 acos(ivect ∙ jvect) / π if (i,j)  E
A(i,j) = 
or
 0 otherwise,

(4)

which results in a maximum A(i,j) = 1 when i and j are part of a single, straight axial line, and decreasing to
zero as the turn angle becomes more acute. The algorithm that determines whether (i,j)  E does so by
searching for common segment end points, and therefore finds segments to be self‐connected, however for
i = j (the diagonal of A), these links represent a 180° turn back onto the same segment, are calculated by (4)
as A(i,j) =0.
Segments are roughly the same length, so metric distance will already be proportional to the number of
graph links traversed.

2.2 Extraction of identical radii
In cases where graphs of different sizes are to be compared, vectors of identical dimensionality are required,
so the spectrum is typically cropped to a fixed length n including only the largest n eigenvalues (Robles‐Kelly
and Hancock 2003). This presents potential problems of relativisation, both because cropping removes
different amounts of information for each city, and because the relative differences in size can partially
determine the magnitude of values in the spectrum. In case of comparative analysis of cities, the overall
scale is dependent on a map which is itself (more or less arbitrary) subgraph of a larger road network, and
the number of nodes may be less important than the pattern of local morphology that comprises the whole.
The need for this is avoided in the present work by ensuring graphs of identical size are used. Local
subgraphs may be extracted from the city graph as a whole at any defined scale ρ, which serves both to
ensure that comparison is always made between graphs of equal size, and also allows for comparative
analysis of different neighbourhoods within a single city. To do so, a given street segment Va is defined as
the centre of the subgraph, and distances measured to all other segments in the graph, where D(i,j) is the
Euclidian distance in (x, y) coordinates from the midpoint of the segment associated with Vi to that of Vj.
These are then sorted such that D(a,1) < D(a,2) < ... < D(a,|V|), and a new subgraph Ga is composed of the
closest ρ segments:
Ga = { { V1, ..., Vρ }, { Ei,j , i ≤ j ≤ ρ } }.

(5)

This has the effect of selecting a roughly circular region of the street network as the sample, which varies in
radius with the density of the street network and the scale ρ. Most subgraphs taken in this paper are taken
at ρ = 200 segments, illustrations of which can be seen in figure 2.
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3.0 COMPARATIVE ANALYSIS WITHIN CITIES
Using the subgraph representation above, the local neighbourhood surrounding any given street segment in
a city can be compared to any other by measuring distance between their spectral vectors in a space Φ of ρ
dimensions. Because this is localised around the (x, y) coordinates of the segment itself, the map of the city
may be used to identify traits or differences measured between neighbourhoods by plotting segments in
colours by value of a measurement in Φ, as is typically done with standard measures of integration, choice,
etc. It must be noted, however, that these correspond to measures of the graph immediately surrounding
the segment, rather than the segment itself.
The principal component of the spectra of the entire segment map of London is used to plot small
neighbourhoods of ρ = 50. The result (fig. 1) reveals a patchwork of local clusters, resembling plots of
angular choice measured at a similar scale, but there is no intrinsic relationship between the measures. The
principle component is unique to the particular data set, and reveals the dimension in which the spectra
display the greatest variance, thus regions of a similar colour will be similar in many respects of topology and
geometry. There is also no intrinsic direction to the component, so while red and blue represent opposite
extremes, neither can be said to be a greater value, and indeed the scale might be inverted for a repeat
analysis. These local patches will tend to vary in size in proportion to the scale of the subgraphs used
(compare with fig. 2).
As evidence suggests that differences between whole city spectra correlate to geographical position, and
possibly cultural relationships (Hanna 2009), it would appear likely that similar properties would hold for
local neighbourhoods, both between and within cities. Ideally it would be expected that the spectra of
neighbourhoods exhibit gradual variation, that there may be some recognisable geographical pattern of
these variations, and that the neighbourhoods of a given city share some common features, and are thus co‐
located in a similar region of the feature space Φ. The following sections test the ability of the spectral
representation to reveal these traits.
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Figure 1: The first principal component of the spectra derived from ρ = 50 subgraphs of London.

3.1 Distinguishing individual neighbourhoods in feature space
Two cities of similar size but differing character, London and Seattle, were fully sampled into spectral
neighbourhoods of ρ = 200, and the position of each on the city’s first principle component indicated by the
colour of that segment in figure 2. The first component of London reveals a general cluster of patches
toward the extreme end of the component (dark blue) in the geographical centre of the city, and that of
Seattle a similar pattern centred at the shoreline to the left of the map.
Principal component analysis reveals both the significant variance and the similarity within each city by
allowing a rough visualisation of the region of the space Φ in which its street spectra lie. Figure 3 shows the
same subgraphs represented as points plotted against the first and second principal components of the
combined data set. For legibility, only 10% of all segment neighbourhoods are shown, providing 5870
samples from London and 6390 from Seattle. London (blue) and Seattle (red) each occupy a relatively
continuous cloud of points, with gradual distinctions between neighbourhoods revealed by the position of
each.
Both cities can be seen to occupy clear and nearly distinct zones in the feature space, primarily separated by
their second component. This allows the possibility of identifying which of the two cities is the location of
any given street segment entirely by its spectrum. London and Seattle appear to be markedly different in
terms of morphology, so the accuracy of such classification is high: on the image above, using only the first
two components, 89.5% of samples are clearly classified in their correct city by a simple linear discriminant
function. Treated in the full feature space of 200 dimensions, a linear discriminant performs marginally
better in correctly partitioning 91.8% of the samples.
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Figure 2: The first principal components of ρ = 200 subgraphs of London (left) and Seattle (right).

Figure 3: All sampled spectra from London (blue) and Seattle (red) plotted against the first two principal components of the combined
set. Each city forms a distinct cloud of points in a particular region of the feature space.

3.2 Identifying characteristic neighbourhoods with supervised learning
Within the cloud of data points, the neighbourhoods that appear to be the most identifiably ‘London’ should
be those furthest away from the boundary separating them from the Seattle set. If more cities are added to
the analysis, however, the number points in overlapping regions becomes greater, and the ease in
identifying any as uniquely characteristic of a particular city more difficult.
Given a set of labels to classify a given set of spectra, supervised machine learning can be used to recast the
spectral feature space Φ into one in which the particular features most relevant to that classification (as
opposed to simply the greatest variance) are expressed. A support vector machine (SVM) (Vapnik 1995) was
used to identify those spectra that are most clearly in the class of London neighbourhoods as compared with
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all other cities. A training set of spectra was assembled with 100 samples from London and 297 samples
taken equally from all 151 other cities in the data set, and these assigned target values of 1 for London and ‐
1 for all other cities. The SVM was trained as a classifier to learn this mapping of targets to spectra using a
radial basis function (with parameters σ2=30 and γ=30).
While the resulting class output is binary, to match the labels, an indication of the degree to which each
spectra falls into its assigned class can be taken from the predicted latent variables of the output. The SVM
makes binary classifications based on whether a point lies on one side or the other of a classifying
hyperplane in a new feature space Φ’ to which the data are mapped. The distance from this hyperplane, or
how clearly a point is in its class, is given by these latent variables. Figure 4 displays the five sample London
neighbourhoods rated as most clearly London (most positive values) and those as least clearly London (least
positive values). While the sensitivity of such a classification might be subject to inconsistencies due to the
relatively small size of the neighbourhoods sampled, the result appears somewhat indicative. Identified with
peak values as most clearly London (as opposed to all other cities) are Deptford, near Greenwich (3 times),
Whitechapel/Aldgate, and a stretch between between Kentish Town and Belsize park, while those identified
as least clearly London are entirely residential streets in fringe areas east of Brockley rail, in Harringay north
of Finsbury Park, across the north circular road from Brent Reservoir, and adjacent to the railway at
Paddington Station. Generalising the view somewhat by looking at wider regions of generally high (if not
peak) values, zones such as Soho, King’s Cross and the City stand out as typical of London.

Figure 4: London neighbourhood samples (ρ = 200) evaluated as being most characteristic (top) and least characteristic (bottom) of the
class of London spectra as opposed to all other cities.

3.3 Comparison against other factors: time
Such local distinction may be able to distinguish not only geographical differences, but also other factors
such as the change in urban morphology over time—serving to estimate the date of particular
neighbourhoods within a given city. The data for the age of each street was not available in the data set, but
a very crude approximation may be made by assuming a generally radial growth over time from an original
central city core. In London, where geography allows growth in all directions north and south of the Thames,
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the geographical mean of all segments was taken to be this core, while in Seattle, where its coastal location
only permits eastern expansion, the centre is taken to be the westernmost point of the mean east‐west axis.
The first component of each city is shown (fig. 5) plotted against distance from these geographical centres.
Although only a very crude approximation, a reasonable to strong correlation can be seen, with a coefficient
of 0.521 (r2=0.271) for London, and 0.752 (r2=0.566) for Seattle.
While it is difficult to place a realistic bound on the effectiveness of this method to reveal such traits, the
principal component is based entirely on internal variance, and it is almost certain that a supervised
approach to deriving a more effective function would yield better results. Properly labelled data, with
approximate dates or other factors, would be required to conduct the experiment.

Figure 5: First principal components of ρ = 200 subgraphs plotted against distance from the centre of city. London (left) has a
correlation of r=0.521 (r2=0.271); Seattle (right) has r=0.752 (r2=0.566).

4.0 COMPARATIVE ANALYSIS BETWEEN CITIES
Just as the form of individual neighbourhoods bears some relation to its position within the city, the
hypothesis that cultural traits are spatially variant and evident in urban form would suggest that local urban
morphology also has some correlation with global geographical position. This has been demonstrated for
urban graphs of entire cities, in which measures of the spectra of complete axial maps have been shown to
correlate with global longitude, and can also be used to predict the classification of an unknown city into a
particular global region—e.g. American or European (Hanna 2009). Such an approach presents the problem
of comparison between cities of different sizes, as their full spectral vectors will be of different
dimensionality. The following sections will evaluate the use of individual neighbourhood spectra of a
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standard size, as above, as opposed to the use of the entire city graph, in predicting the geographical
placement of a city based on the spectra of its local neighbourhoods.

4.1 Classification by subgroup divisions
The 152 cities in the data set were provided labelled by five broad geographical regions. From west to east,
North America (NOR) includes cities in the USA; (LAT) is predominantly Brazil but includes Central and South
America and Mexico; (EUR) includes European cities; (ARA) extends from North Africa through central Asia
as far as Iran; (ASP) is Pacific Asia including New Zealand. It is this set of classes that forms the basis for
classifying each city by region.
A support vector machine can be trained with the aim of mapping inputs of individual neighbourhood
spectra to outputs of class labels (e.g. [‐1, 1]), but as seen in the earlier PCA plots of these spectra in London
and Seattle, there is significant variance within a single city. In the following tests, the classification of the
city as a whole is made by taking the mean value of the predicted classes of all segments in that city. Two
alternative methods for this are possible. When output is given in binary form [‐1, 1] the result is a positive
or negative real value, the sign of which indicates the class, and amounts to a simple vote by number of
spectra within that class. Alternatively, the real valued latent output variable may be used, corresponding to
the degree to which each spectrum is clearly within a given class, and effectively weighting votes of the
more clearly distinguishable segments higher than those near the borderline. The latter method is
potentially more sensitive and is adopted below, however tests of both methods with this data set displayed
negligible differences in overall results.
In each case, the predicted classifications are the result of cross‐validation, in that the training data used in
the learning phase are distinct from those being predicted. The least biased and most effective method of
doing this is leave‐one‐out cross validation (Reich and Barai 1999), in which a single test example is held
apart from the set while all others used to train, and then a different training period undertaken for the next
example. Although effective for samples that are truly separate, the spectra used represent subgraphs of
200 segments that might be common to several samples from the same city; it is thus crucial to ensure that
the training set is not biased toward the correct answer by contamination with an overlap with the test set.
Leave‐one‐city‐out, rather than leave‐one‐spectrum‐out, was used, in which the training set for city n
included spectra from all other cities. This has the effect of providing a true prediction of a new and
unknown city, as all data from the city is only available after training is complete.
Two different binary classifications were made as in Hanna (2009): the first divides the globe through the
Atlantic Ocean and the Eurasian land mass, distinguishing cities in NOR, LAT and ASP from those in EUR and
ARA; the second splits the two main land masses by the Atlantic and Pacific oceans, dividing NOR and LAT
from EUR, ARA and ASP. A radial basis function was used for the SVM, without optimising the parameters
specifically to the problem but maintaining a standard setting of (σ2=30 and γ=30). Each city is represented
in the data set by 100 individual spectra. The results are displayed in Table 1, which lists all misclassified
cities for each case.
Classifying by weighted vote of local neighbourhoods generally results in similar performance to that of
classifying the spectra of entire cities. There is some drop in accuracy with the classification grouping East
Asia with the Americas (20% error for whole cities vs. 27% for smaller spectra), but classification by land
mass is an identical error of 24%. What is clearly different is the specific cities that show up as
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misclassified—in particular, the smaller spectra appear to be much more effective for correctly classifying
Asian cities (with Tokyo as the only outlier) and much less effective at classifying South America.
Because the eventual classification of a city is determined by many individual spectra, and the results of §3.2
suggest that some segments are more characteristic of their city than others, it might be expected that
certain segments are more appropriate to represent their city, and classification might be improved if these
can be identified. Figure 6 indicates the latent classification variable for London against all other cities in the
set, the most plausible measure of the degree to which spectra might be considered to be representative of
the city. Unfortunately, there is no correlation with the latent classification variable for American versus
Eurasian cities (fig 7). At a large scale, the latter still does pick out important neighbourhoods including Soho,
Covent Garden and the City, but the correlation with spectra as a whole has a coefficient of 0.025 (r2 =
0.0006). Other potential measures for selecting particular spectra include proximity to the mean of all
spectra in the original feature space Φ (the centre of the cloud in figure 3), which has a correlation of ‐0.101
(r2 = 0.01) with the American versus Eurasian classification, and the geographical distance from the centre
of the city, with a correlation of ‐0.166 (r2 = 0.03). To test the effect of the first of these on actual
classification, the top 25 of the original 100 spectra used to evaluate each city were chosen based on their
latent output from a ‘city x’ versus all others classification, and only these used in the regional classifications
in Table 1. The classification error in each case is virtually identical in each case, which suggests that a
filtering for characteristic spectra is not helpful in regional classification of the cities as wholes.

Figure 6: Segments rated by predicted latent output as most clearly London, as opposed to all other cities. (Red colour indicates
maximum.)
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Figure 7: Segments rated by predicted latent output as most clearly European/Asian, as opposed to American cities. (Red colour
indicates maximum.)
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Table 1: Errors in classification by support vector machine, based on geographic divisions.
(NOR+LAT+ASP) versus (EUR+ARA)
(WHOLE CITY)
(all neighbourhoods)
Error: 20%
Error: 27% (41 cities)
ASP
Ahmedabad
Ahmedabad
Auckland
Dhaka
Dhaka

Hong Kong

Phuket

Shanghai

Hong Kong
Kyoto
Penang Island
Pequim
Phuket
Pingshan

Shanghai

(‘best’ 25 spects)
Error: 28% (43 cities)

(NOR+LAT) versus (EUR+ARA+ASP)
(WHOLE CITY)
(all neighbourhoods)
Error: 24%
Error: 24%(37 cities)

Chengkan

Chengkan

Johor Bahru

Johor Bahru
Hong Kong
Kyoto

Kyoto
Nanping
Penang Island

Zhanqi

Adaban
Nain

Johor Bahru

Pequim
Phuket
Pingshan
Tangmo
Tokyo
Shanghai
Xidi

Yuliang
ARA
Kerman
Gurgan

(‘best’ 25 spects)
Error: 23% (35 cities)

Gurgan
Adaban
Nain
Mecca
Saana

Phuket

Tokyo

Tokyo
Shanghai

Xidi
Yuliang
Zhanqi
Kerman
Gurgan

Gurgan
Adaban

EUR
Athens
Barcelona
Gassin
Konya
Lisbon
Mytilini
Nauplion
Nicosia
Prague

Aachen
Athens

Athens

Athens

Athens

Barcelona
Gassin
Konya
Lisbon
Nauplion
Nicosia
Prague
Belgrade
Gotemburg
Helsinki
Manchester
Rome
Wolverhampton

Lisbon
London
Mytilini
Nauplion

Lisbon
Nauplion

Nicosia
Belgrade
Gotemburg
Helsinki

Belgrade
Helsinki

Chania
Delft
Milton Keynes
Oslo
Samsun

Gotemburg
Helsinki

Samsun

LAT
Aracaju
Cidade de Goias

Cidade de Goias
Diamantina

Florianopolis
Maceio
Ouro Preto

Mucuge
Ouro Preto
Penedo

Petropolis
Porto Alegre
Rio de Janeiro
Salvador
Sao Luis

Pirenopolis
Porto Alegre
Rio de Janeiro
Salvador

Mucuge
Penedo
Petropolis
Pirenopolis

Vitoria

Alcantara
Aracaju
Brasilia
Cidade de Goias
Diamantina
Florianopolis
Maceio
Mucuge
Ouro Preto
Penedo
Petropolis
Pirenopolis
Porto Alegre
Rio de Janeiro
Salvador
Sao Luis
Vitoria

Antonio Prado

Cidade de Goias
Florianopolis

Diamantina
Florianopolis

Mucuge

Mucuge

Penedo
Petropolis
Pirenopolis
Porto Alegre
Rio de Janeiro
Salvador
Sao Luis
Vitoria

Penedo
Petropolis
Pirenopolis
Porto Alegre
Rio de Janeiro
Salvador

Aracati

Parati
Recife

Belem
Ico
Manaus
Parati
Recife
Cachoeira
Cuiaba
Goiƒnia & Aparecida
Joao Pessoa
Lencois
Mariana
Porto Seguro
Santiago
Sao Paulo
Tiradentes

Ico
Manaus
Parati
Recife

Vitoria
Aracati
Belem
Ico
Manaus
Parati
Recife

NOR
Ann Arbor
Washington
Atlanta

Ann Arbor
Washington
Baltimore
Las Vegas
Seattle
Pensacola

Ann Arbor
Atlanta
Baltimore
Las Vegas
Seattle

Ann Arbor
Washington
Atlanta
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4.2 Estimation of geographical distance
If the morphology if city neighbourhoods varies with geographical location, it would be expected that a
correlation would exist between geographical distance between two spectra and their distance in feature
space Φ. This has been demonstrated for geographical regions when measured by the mean distance of
whole city graphs (in Hanna 2009). The same measurements by regions represented by individual
neighbourhood spectra distance, however, does not appear to show such a clear pattern (Tables 2 and 3).

Table 2: relative spectral distance between classes for whole city, unweighted, axial specta. (All columns are normalised by spectral
variance within the class.)
NOR

LAT

EUR

ARA

ASP

NOR

1

1.47

2.94

4.65

2.13

LAT

1.41

1

1.58

2.39

1.18

EUR

1.45

0.81

1

1.53

0.87

ARA

1.21

0.65

0.81

1

0.70

ASP

1.66

0.96

1.37

2.07

1

Table 3: relative spectral distance between classes for sampled spectra of 200 segment subgraphs, with angular weighting. (All columns
are normalised by spectral variance within the class.)
NOR

LAT

EUR

ARA

ASP

NOR

1

0.98

1.38

1.80

0.87

LAT

1.16

1

1.40

1.74

0.85

EUR

0.92

0.79

1

1.22

0.73

ARA

0.93

0.76

0.95

1

0.68

ASP

1.71

1.41

2.14

2.59

1

Two factors appear to be contributing to the poorer estimation of distance: the structure of the feature
space, and the way in which the data are aggregated in taking the mean. In the first case, the most relevant
dimensions in which to estimate distance may not dominate in the unstructured feature space Φ. A SVM
was trained to estimate distance from each city Cn, where the input of a spectrum Sx (x≠n) is mapped to the
geographical distance between the cities x and n. Because measuring this distance requires the location of
city Cn as a variable in the input, the ideal of leave‐one‐city‐out validation is compromised, so instead the
attempt was made to minimise overlaps between subgraphs by restricting the size of the training and
validation data sets. A maximum of 17 spectra in each city were used for training, and 50 for validation; with
200 segments sampled for each, overlaps are minimised for all cities greater than 13,400 segments. For all
cities smaller than this, the data set was reduced to numSegments/200. Results of estimated distance from
London to all other spectra are plotted in figure 8 (left) against actual geographical distance. It is clear from
this that very little predictive power is evident in this data alone, with a correlation coefficient of 0.270 (r2 =
0.07). The second relevant factor appears to be that while the spectra of whole cities are effective at
predicting geographical distances when aggregated at the regional level (one step larger), some information
about the structure of the data is lost when individual spectra are aggregated at regional level without
acknowledging their city identity. It is given in the data that cities have a single geographical location, so
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predictions of wide variance from neighbourhood to neighbourhood are impossible. Taking the mean
distances of spectra within each city as the indication of the city’s distance (fig 8, right) results in a far more
effective estimate of relative distances, with a moderate correlation coefficient of 0.513 (r2 = 0.26).
These estimated distances can be used to place a given city geographically. For each city Cn, a function may
be mapped to each point on the globe based on the correlation between the known actual distances to
other cities and the estimated distances; the maximum of this function may be taken as an estimation of the
location of that city. These locations are plotted in figure 9, with the region of each city indicated by its
colour: NOR = red; LAT = magenta; EUR = blue; ARA = cyan; ASP = green. The predicted geographical
positions show a general gravitation to the centre of the data set, eliminating the clear Atlantic separation
presumably due to an averaging effect, but the set as a whole appears a reasonable approximation of
location, with a moderate correlation of longitudes across the whole set (r = 0.553; r2 = 0.31) similar to that
seen in distances from London. A linear classification of these predicted locations into land mass groups as in
§4.1 (NOR+LAT versus EUR+ARA+ASP) yields a comparable result to that given by the original SVM
classification: an error rate of 27% by 41 misclassified cities. Twenty‐six of these misclassified cities are the
same ones misclassified by the SVM, however a group of 12 new errors are caused by European cities
partially overlapping the American set where the Atlantic divide is no longer evident.

Figure 8: Predicted distances to spectra of other cities plotted against actual distance. The set as a whole displays little correlation (left),
but far more when the mean distance of each is used (right).
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Figure 9: Predicted geographical locations based on estimated distances to all other, known cities. Completely separable clusters, as
would be expected by an Atlantic division, are not evident, but each class is positioned appropriately relative to the others (NOR=red;
LAT=magenta; EUR=blue; ARA=cyan; ASP=green.)

5.0 CONCLUSION
Attention has been paid to two aspects of graphs that have not been explicit in previous spectral
comparison of urban graphs: size, through sampling of neighbourhood subgraphs of a fixed number of
nodes; and geometry, by weighting of segment links by connecting angle. The first of these has allowed a
more detailed comparison of neighbourhoods within cities, in addition to the city as a whole. An
examination of the location of spectra within their feature space suggests that morphological relationships
are captured by the representation, that the spaces within a given city occupy a relatively clear region within
this morphological feature space (§3.1), that they vary roughly continuously within this region, and that
different cities may be distinguished morphologically by the different regions they occupy within this space,
as do London and Seattle (fig. 3). Comparison of the location within a city of each sample (§3.3) indicates
that local form has good predictive capacity of the distance from the city centre, suggesting also the
possibility that the age of a given neighbourhood may be estimated by morphological cues, although more
data would be required to confirm this. The use of supervised learning with labelled data allows estimation
of the degree to which a given sample is characteristic of a class (§3.2), which appears, from samples taken
in London, to highlight neighbourhoods that are well known in the city. A caveat is in order, particularly with
respect to detailed comparison between specific neighbourhoods (§3.2), in that these neighbourhoods are
quite small and drawn at a scale which potentially compromises some of the geometrical properties. As
measures of choice at varying radii have been shown similarly to highlight local centres corresponding to
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identifiable neighbourhoods or locations of important commercial activity, a more detailed comparison of
identified locations with these may be useful.
The use of sampled spectra to represent cities in larger comparative studies has generally been done by
some form of averaging. When information is available, this should be done by city (§4.2). The method
performs comparably to the use of unweighted axial line graphs of entire cities (Hanna 2009) when used to
identify general geographical class or location (§4.1).
To the extent to which the characteristics represented in the graph spectra enable a quantitative definition
of the genotype of the city, they may be useful in aiding the design of cities to match given cultural or
geographically based criteria. Similar spectral representations have been used in optimisation (Hanna 2007),
but further work would be necessary both to determine the salience of the criteria extracted by each
analytical method (PCA, supervised learning, etc.) and the effectiveness of any optimisation technique or
design tool in context.
Although no evidence exists to suggest the identification of larger geographical trends such as city location is
noticeably improved by the use of either fixed‐size subgraphs or the weighting of edges by angle, the results
appear similar to the use of whole axial graphs. The method does present advantages, however, in that
relativisation of different sized graphs is not an issue and that comparisons may be made at a greater level
of detail, both between and within cities.
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